
Brief background
Whatthe presentation is meant to cover:
ÅRelational, OLTP databasesτthe type that 90% of our applications use

²ƘŀǘΩǎ ƻǳǘ ƻŦ ǎŎƻǇŜΥ
ÅNon-relational databases 
ÅOLAP/decision support data structures, which have their own set of rules
ÅIntense theoryτcover just enough to provide the reasoning behind the best practices

Most of the information is conceptually the same for all RDMSs.  The actual 
implementation details, when discussed, are specific to SQL Server.

1



There are best practicesbut no hard and fast rules.
Furthermore, the rules evolve over time.  
.ŜǿŀǊŜ ŀƴȅƻƴŜ ǿƘƻ ǎŀȅǎ άŀƭǿŀȅǎ Řƻ ȄΣέ ŜǎǇŜŎƛŀƭƭȅ ƛŦ ǘƘŜ ǊŜŀǎƻƴ ƛǎ άǘƘŀǘΩǎ Ƙƻǿ ƛǘΩǎ 
ŀƭǿŀȅǎ ŘƻƴŜΦέ
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The Duggarfamilysticks with a naming convention

While a bad idea for a family, a good idea for a database

bƻ ŘŜŦƛƴƛǘŜ ǊǳƭŜǎΣ Ƨǳǎǘ ōŜ ŎƻƴǎƛǎǘŜƴǘ ǿƛǘƘ ǿƘŀǘ ȅƻǳΩǊŜ ŎƻƳŦƻǊǘŀōƭŜ ǿƛǘƘ
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There are more than these three types

Keywords as column names can create future compatibility issues ςexample, MySQL
4Ą5 label, repeat (reserved in 4, but allowed ascolumn name, not allowed in 5)
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hƴŎŜ ȅƻǳΩǾŜ ŦƛƎǳǊŜŘout your naming convention and understand the data in your 
ŀǇǇƭƛŎŀǘƛƻƴ ŘƻƳŀƛƴΣ ȅƻǳΩǊŜ ǊŜŀŘȅ ǘƻ ǎǘŀǊǘ ǎƪŜǘŎƘƛƴƎ ƻǳǘ ǘŀōƭŜǎ ŀƴŘ ŎƻƭǳƳƴǎΦ 
¢Ƙƛǎ ǇŀǊǘ ƻŦ ǘƘŜ ǇǊƻŎŜǎǎ ƛǎ ǿƘŜǊŜ ȅƻǳ ǎƘƻǳƭŘ ōŜ ǘƘƛƴƪƛƴƎ ŀōƻǳǘ άƴƻǊƳŀƭƛȊƛƴƎέ ȅƻǳǊ 
ǘŀōƭŜǎΣ ǿƘƛŎƘ ƛǎƴΩǘ ŀǎ ǎŎŀǊȅ ŀǎ ƛǘ ǎƻǳƴŘǎΦ
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Accordingǘƻ ²ƛƪƛǇŜŘƛŀΣ ǊŜƭŀǘƛƻƴŀƭ ŘŀǘŀōŀǎŜ ƴƻǊƳŀƭƛȊŀǘƛƻƴ ƛǎ ŀ άǎȅǎǘŜƳƛŎ ǿŀȅ ƻŦ 
ensuring that a database structure is suitable for general purpose querying and free of 
ŎŜǊǘŀƛƴ ǳƴŘŜǎƛǊŀōƭŜ ŎƘŀǊŀŎǘŜǊƛǎǘƛŎǎ ǘƘŀǘ ŎƻǳƭŘ ƭŜŀŘ ǘƻ ŀ ƭƻǎǎ ƻŦ Řŀǘŀ ƛƴǘŜƎǊƛǘȅΦέ 
(http://en.wikipedia.org/wiki/Database_normalization).

Edgar Codd(father of relational database model:  
http://en.wikipedia.org/wiki/Edgar_F._Codd) defined various normal forms:
Å1st normal form: data is free of repeating groups
Å2nd normal form: 1NF + non key data depends on the entire key (or candidate key), not 
just a part of it
Strive for third normal form.  Every attribute is dependent on nothing but the key.
Edgar Codd(father of relational database model):  
http://en.wikipedia.org/wiki/Edgar_F._Codd

ά! ǎŜƴǎƛōƭȅ ŘŜǎƛƎƴŜŘ ŘŀǘŀōŀǎŜ ƛǎ ǇǊƻōŀōƭȅ ŀƭǊŜŀŘȅ ƛƴ ǘƘƛǊŘ ƴƻǊƳŀƭ ŦƻǊƳΦέ

LǘΩǎ ǘǊǳŜ ǘƘŀǘ ƴƻǊƳŀƭƛȊƛƴƎ Řŀǘŀ Ƙŀǎ ŀ ǇŜǊŦƻǊƳŀƴŎŜ ƛƳǇƭƛŎŀǘƛƻƴǎ όǎŜǇŀǊŀǘƛƴƎ Řŀǘŀ ƛƴǘƻ 
ŘƛŦŦŜǊŜƴǘ ǘŀōƭŜǎ ƴŜŎŜǎǎƛǘŀǘŜǎ Ƨƻƛƴǎ ǿƘŜƴ ǉǳŜǊȅƛƴƎΣ ǿƘƛŎƘ ƘŀǾŜ ŀ ŎƻǎǘύΦ  LǘΩǎ ŀƭǎƻ ǘǊǳŜ ǘƘŀǘ 
deliberating de-normalizing data is a valid performance tuning strategy.  However, to 
de-normalize at the design stage is premature optimization.  Design for 3NF and de-
normalize later if it becomes necessary.
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This table is not in 3NF because course code cannot be defined solelyby the key of the 
table (faculty id).  
The design is problematic because you may not be able to insert records for faculty 
ǿƘƻ ŀǊŜƴΩǘ ǘŜŀŎƘƛƴƎ ŎƻǳǊǎŜǎΦ !ƭǎƻΣ ŘŜƭŜǘƛƴƎ ŀ ŦŀŎǳƭǘȅ ƳŜƳōŜǊ ǿƻǳƭŘ ŀƭǎƻ ŘŜƭŜǘŜ ǘƘŜ 
associated course.
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Avoid dataduplication
Åbetter to have a single source of all information: less error-prone
ÅƭŜǎǎ ǿƻǊƪ ǿƘŜƴ ƛǘΩǎ ǘƛƳŜ ǘƻ ƳŀƪŜ ŎƘŀƴƎŜǎΣ ǿƘƛŎƘ ŎƻǳƭŘ ƭŜŀŘ ǘƻΧ

Data anomalies
Åprevious slide shows insert anomaly 
Åthere are also update and delete anomalies

Thirdparty tools
Åreporting tools

Costof joins: may sometimes be necessaryto de-normalize for performance purposes, 
but your initial design should be normalized.  Avoid premature optimization.
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Without an index, db goes through each record

Imagine finding a library book without a card catalog.  You would have to look through 
ŀƭƭ ǎƘŜƭǾŜǎ ŀƴŘ ǘƛǘƭŜǎ ǳƴǘƛƭ ȅƻǳ ŦƛƴŘ ǿƘŀǘ ȅƻǳΩǊŜ ƭƻƻƪƛƴƎ ŦƻǊΦ

9



5ŀǘŀ ƛƴ {v[ {ŜǊǾŜǊ ƛǎ ǎǘƻǊŜŘ ƛƴ άŘŀǘŀ ǇŀƎŜǎΦέ
You can think of a data pages like a page in a book.  (example: cookbook)
ÅIf you create a table with no indexes, the pages will be in no particular order (heap).  
¢ƻ ŦƛƴŘ ŀƭƭ ǊŜŎƛǇŜǎ ǿƛǘƘ ǇƻǘŀǘƻŜǎ ŀǎ ŀ Ƴŀƛƴ ƛƴƎǊŜŘƛŜƴǘΣ ȅƻǳΩŘ ƘŀǾŜ ǘƻ ƭƻƻƪ ŀǘ ŜŀŎƘ ǇŀƎŜΦ
ÅIf you create a non-clustered indexΣ ǘƘŜ ǇŀƎŜǎ ǎǘƛƭƭ ǿƻƴΩǘ ōŜ ƛƴ ƻǊŘŜǊΣ ōǳǘ ǘƘŜǊŜ ǿƛƭƭ ōŜ 
ŀƴ ƛƴŘŜȄ ǘƘŀǘ Ǉƻƛƴǘǎ ǘƻ ǘƘŜ ǇŀƎŜǎ ŎƻƴǘŀƛƴƛƴƎ ǘƘŜ ƛƴŘŜȄΩǎ ƪŜȅ ǾŀƭǳŜǎΦ  CƻƭƭƻǿƛƴƎ ǘƘŜ th9 
example, you would create an index based on main ingredient, then look up potatoes in 
ǘƘŜ ƛƴŘŜȄΦ ¢ƘŜ ƛƴŘŜȄ ŜƴǘǊƛŜǎ ǿƻǳƭŘ ƭƛǎǘ ǘƘŜ ǇŀƎŜǎ ǘƘŀǘ Ŏƻƴǘŀƛƴ ǇƻǘŀǘƻŜǎΣ ŀƴŘ ȅƻǳΩŘ ƪƴƻǿ 
which pages to look at.
ÅIf you create a clustered index, the pages will be physically ordered by a designated 
key and there will be an index that points to the first page containing the key values.  
¸ƻǳΩŘ ǎǘƛƭƭ ƘŀǾŜ ŀƴ ƛƴŘŜȄ ōȅ ŎƘŀǊŀŎǘŜǊ ƴŀƳŜΦ Lƴ ǘƘƛǎ ǎŎŜƴŀǊƛƻΣ ƘƻǿŜǾŜǊΣ ǘƘŜ Ǉƻǘŀǘƻ ƛƴŘŜȄ 
entry would point to the first page of potato recipes.  The rest of the potato recipes will 
be on subsequent pages.
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B-Tree = balancedtree (balanced means that depth between root level and leaf blocks is 
constant)
Åroot at the top is an entry point to the index
Åleads to other roots that navigate the index
ÅǳƭǘƛƳŀǘŜƭȅΣ Ǌƻƻǘǎ ƭŜŀŘ ǘƻ άƭŜŀǾŜǎέ ŀǘ ǘƘŜ ōƻǘǘƻƳ όƛΦŜΦΣ Řŀǘŀ ǇŀƎŜǎύ

Clustered index definition:
Åclustered leaf pages in a clustered index are the data pages of the table (i.e., physical data 
order = index order)
Åthe clustered index is the table, so there is only 1 clustered index per table

Clustered index good for:
Åquerying a range of data
Åquery data that needs to be sorted

Clustered index not good for:
Åfrequently updated columns.  when row locators are updated, corresponding locators in all 
non-clustered indexes are also updated

Example shows the following query: SELECT lastname, firstnameFROM member WHERE 
lastname= 'Rudd' 

LƳŀƎŜ ŦǊƻƳ ά/ƭǳǎǘŜǊŜŘIndexes vsNonclusteredLƴŘŜȄŜǎ ƛƴ {v[ {ŜǊǾŜǊέΥ 
http://digcode.com/default.aspx?page=ed51cde3-d979-4daf-afae-
fa6192562ea9&article=443e9774-7d26-422d-a2f1-dbcafbb1e1fc
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Exampleshows how sql server looks for data in the following query: SELECT lastname, 
firstnameFROM member WHERE member_no= 6078 

Non-clustered index
Åleaf node <> data pageτƛǘΩǎ ŀ ǇƻƛƴǘŜŘ ǘƻ ǘƘŜ Řŀǘŀ ǇŀƎŜ
Ånon-ŎƭǳǎǘŜǊŜŘ ƛƴŘŜȄŜǎ ǊŜǉǳƛǊŜ άōƻƻƪƳŀǊƪ ƭƻƻƪǳǇέ ŦƻǊ ǉǳŜǊƛŜǎ ǘƘŀǘ ǊŜǉǳƛǊŜ Řŀǘŀ ƴƻǘ ƛƴ 
the index

Non-clustered index good for:
Åfrequently updated columns; wide columnsτunlike clustered indexes, these only 
affect the index in question 
Åretrieving small number of rows from large table (higher # of rows retrieved = higher 
overhead of bookmark lookups)

Index maintenancerequires overhead, and indexes themselves take up space.  So 
adding indexes is a balancing act.

LƳŀƎŜ ŦǊƻƳ ά/ƭǳǎǘŜǊŜŘIndexes vsNonclusteredLƴŘŜȄŜǎ ƛƴ {v[ {ŜǊǾŜǊέΥ 
http://digcode.com/default.aspx?page=ed51cde3-d979-4daf-afae-
fa6192562ea9&article=443e9774-7d26-422d-a2f1-dbcafbb1e1fc
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SQL Server IndexTypes: http://msdn.microsoft.com/en-us/library/ms175049.aspx

Unique
Guaranteesthat the index key contains no duplicate values.  Clustered and nonclustered indexes can be unique.

Full-text index
Usedto index large amounts MAX AND VARBINARY data. 

Included columns:allow you to add nonkey columns to the leaf level of the nonclustered index.  Idea is to created nonclustered 
ƛƴŘŜȄŜǎ ǘƘŀǘ άŎƻǾŜǊέ ƳƻǊŜ ǉǳŜǊƛŜǎΦ  ²Ƙȅ ƴƻǘ Ƨǳǎǘ ŀŘŘ ǘƘŜ ŀŘŘƛǘƛƻƴŀƭ ŎƻƭǳƳƴǎ ŀǎ ƻǳǘǊƛƎƘǘ ƛƴŘŜȄ ƪŜȅǎΚ
-can be datatypesǘƘŀǘ ŀǊŜƴΩǘ ŀƭƭƻǿŜŘ ŀǎ ƛƴŘŜȄ ŎƻƭǳƳƴǎ
-not considered by db engine when calculating # of index key columns or index key size (i.e., avoid size limits)
-Design recommendation:  redesign nonclustered indexes w/ a large index key size so that only columns used for searching and 
lookups are key columns.  Make all other columns that cover the query included nonkey columns.  This allows you to cover the 
query but keep the index key itself small & efficient.
-http://msdn.microsoft.com/en-us/library/ms190806.aspx

Indexedviews: 
Beginning w/ SQL Server 2005(?), you can create a clustered index on a view, which  1) stores the view in the db (unlike regular
ǾƛŜǿǎ ǘƘŀǘ ŀǊŜ ŘȅƴŀƳƛŎŀƭƭȅ ŎǊŜŀǘŜŘύ ŀƴŘ нύ ǘƘŜ ƻǇǘƛƳƛȊŜǊ Ŏŀƴ ǳǎŜ ǘƘŜ ǾƛŜǿ ƛƴŘŜȄ ƛƴ ǉǳŜǊƛŜǎ ǘƘŀǘ ŘƻƴΩǘ ŘƛǊŜŎǘƭȅ ƴŀƳŜ ǘƘŜ ǾƛŜǿ in the 
FROM clause
After the unique clustered index is created on the view, the view is materialized in physical storage in the db.
Trade offs are storage and overhead (when base table changes or when clustering key is updated)

XML:
Introduced in SQL 2005.  XML can be stored as well-formed XML data within SQL Server.  Primary XML column index stores 
properties, attributes, and elements of the XML data and stores it as an internal table.  Data can be queried using XQueryas 
supported by SQL Server.

Filtered index:
!ƭƭƻǿǎ ȅƻǳ ǘƻ ŎǊŜŀǘŜ ŀ ŦƛƭǘŜǊ ƻƴ ŀƴ ƛƴŘŜȄΧi.e., the index b-tree will contain only the rows of data that meet the filtering criteria.
From SQL Server 2008 Query Performance Tuning DistilledǇ моуΥ ά! ŦƛƭǘŜǊŜŘ ƛƴŘŜȄ ƛǎ ŀ ƴƻƴ-clustered index that uses a filter, 
basically a WHERE clause, to create a highly selective set of keys against a column or columns that may not have good selectivity 
ƻǘƘŜǊǿƛǎŜΦέ

Spatial index:
bŜǿ ŦƻǊ ΨлуΦ  {ǘƻǊŜǎ ǎǇŀǘƛŀƭ Řŀǘŀ ŀǎ ŜƛǘƘŜǊ ŀ ƎŜƻƳŜǘǊȅ ǘȅǇŜ ƻǊ ŀ ƎŜƻƎǊŀǇƘƛŎŀƭ ǘȅǇŜΦ  ! Ŧƭŀǘ .-tree hierarchy within a hierarchy or 4 
grids linked together.

13

http://msdn.microsoft.com/en-us/library/ms175049.aspx
http://msdn.microsoft.com/en-us/library/ms175049.aspx
http://msdn.microsoft.com/en-us/library/ms175049.aspx
http://msdn.microsoft.com/en-us/library/ms190806.aspx
http://msdn.microsoft.com/en-us/library/ms190806.aspx
http://msdn.microsoft.com/en-us/library/ms190806.aspx


14



Tim will soondiscuss the finer points of indexing.  Here are a few high-level, table-
based practices.

Clusteredindex on every table
1. heap table = table with no clustered index.

Å not stored in any order or linked to adjacent pages in the table; unorganized 
structure increasesoverhead of accessing large heap table when compared 
with access a large non-heap table

Å maintenance costs for non-clustered indexes are higher on heap tables 
because the row locators change over time (on tables w/ clustered indexes, 
the non-clustered leaf pages actually point to the clustered index key, not to 
a row id)

2. smaller & faster than heaps
3. all non-clustered indexes use the clustered keys as their row locator, so keep overall 

size of clustered index as small as possible.

LƳŀƎŜ ŦǊƻƳ ά/ƭǳǎǘŜǊŜŘIndexes vsNonclusteredLƴŘŜȄŜǎ ƛƴ {v[ {ŜǊǾŜǊέΥ 
http://digcode.com/default.aspx?page=ed51cde3-d979-4daf-afae-
fa6192562ea9&article=443e9774-7d26-422d-a2f1-dbcafbb1e1fc
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Integer-based primary key
1. narrow indexes = more index rows per page = fewer pages = fewer reads
2. narrow, numeric indexes = more efficient joins
3. can help in data corruption recovery
4. Surrogate (i.e., not derivedfrom application data) keys are more future-proof than natural keys

1. allow changes to the associated text fields
2. ƛŦ ȅƻǳΩǊŜ ƎŜǘǘƛƴƎ ǘƘŜ Řŀǘŀ ŦǊƻƳ ǎƻƳŜǿƘŜǊŜ ŜƭǎŜΣ ǇǊƻǘŜŎǘŜŘ ŦǊƻƳ ŎƘŀƴƎŜǎ ƛƴ ǘƘŜ ǎƻǳǊŎŜ ǎȅǎǘŜƳ
3. more flexibility for future functionality such as archiving changes

Complete script of query run against non-pk and clustered index pk versions of the tables: 
USE WISP
GO

-- tell sql server to display disk activity and parse/execution time data re: the query
SET STATISTICS IO ON
SET STATISTICS TIME ON

-- write all dirty pages to disk, remove all clean buffers from buffer pool, clear the plan cache
CHECKPOINT
DBCC DROPCLEANBUFFERS
DBCC FREEPROCCACHE
GO

SELECT
s.term

, s.section_id
, COUNT(penn_id )
FROM

flat_section s
JOIN flat_enrollment e
ON s.section_id = e.section_id
AND s.term = e.term

GROUP BY
s.term

, s.section_id

GO

-- write all dirty pages to disk, remove all clean buffers from buffer pool, clear the plan cache
CHECKPOINT
DBCC DROPCLEANBUFFERS
DBCC FREEPROCCACHE
GO

SELECT
s.term

, s.section_id
, COUNT(penn_id )
FROM

zflat_section s
JOIN zflat_enrollment e
ON s.section_id = e.section_id
AND s.term = e.term

GROUP BY
s.term

, s.section_id

GO

SET STATISTICS IO OFF
SET STATISTICS TIME OFF
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Notes on the output:
Scan count:number of times a table is accessed
Logical reads: total number of data pages accessed from data cache to process the 
query.  Some caveats about this metric: 
http://blogs.msdn.com/sqlcat/archive/2008/04/10/what-you-should-know-if-you-are-
using-logical-ios-to-measure-query-plan-quality.aspx 
Physical reads:occurs when the requested data page is not in buffer cache
Read-ahead read:  read-ahead reads anticipate data/index pages required by query and 
ōǊƛƴƎ ǘƘŜƳ ƛƴǘƻ ōǳŦŦŜǊ ŎŀŎƘŜ ōŜŦƻǊŜ ǘƘŜȅΩǊŜ ŀŎǘǳŀƭƭȅ ǳǎŜŘ
Worktable: internal structure built in tempdbthat sql server uses to generate query 
output; generally used for certain group by, order by, or union queries.
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Only join on integer data types ςothers are several orders of magnitude slow, even 
when indexed, and their indexes will grow much faster much more quickly. Play the 
questions game: break down an integer into bits versus a varchar. (Tim)
ÅUnsigned Integer - 32 bits
ÅMedium Integer - 16 bits
ÅTiny Integer - 8 bits
ÅVarchar'philadelphia' - 104 bits
ÅConsider joining 4 tables on a varchar: 4 initial lookups on table indexes. 4 times as 
bulky and less cacheable. The longer the biggest string in the varcharcolumn, the 
worse the performance hit.
ÅVarcharcolumns that are indexed have caused the index file to get so large and 
fragmented it can't be optimized on our servers. (Thank you, Matt Frew!)
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